
 

STORAGE 
Databases are stored in file formats, which contain records. At 
physical level, the actual data is stored in electromagnetic 
format on some device. These storage devices can be broadly 
categorized into three types: 

 
x Primary Storage: The memory storage that is directly accessible to the CPU 

comes under this category. CPU's internal memory (registers), fast memory 
(cache), and main memory (RAM) are directly accessible to the CPU, as they 
are all placed on the motherboard or CPU chipset. This storage is typically very 
small, ultra-fast, and volatile. Primary storage requires continuous power 
supply in order to maintain its state. In case of a power failure, all its data is 
lost.  

x Secondary Storage: Secondary storage devices are used to store data for 
future use or as backup. Secondary storage includes memory devices that are 
not a part of the CPU chipset or motherboard, for example, magnetic disks, 
optical disks (DVD, CD, etc.), hard disks, flash drives, and magnetic tapes.  

x Tertiary Storage: Tertiary storage is used to store huge volumes of data. 
Since such storage devices are external to the computer system, they are the 
slowest in speed. These storage devices are mostly used to take the back up 
of an entire system. Optical disks and magnetic tapes are widely used as 
tertiary storage.  

Memory Hierarchy 
A computer system has a well-defined hierarchy of memory. A CPU has direct 
access to it main memory as well as its inbuilt registers. The access time of 
the main memory is obviously less than the CPU speed. To minimize this speed 
mismatch, cache memory is introduced. Cache memory provides the fastest access 
time and it contains data that is most frequently accessed by the CPU.  
The memory with the fastest access is the costliest one. Larger storage devices offer 
slow speed and they are less expensive, however they can store huge volumes of 
data as compared to CPU registers or cache memory. 

Magnetic Disks 
Hard disk drives are the most common secondary storage devices in present 
computer systems. These are called magnetic disks because they use the concept of 
magnetization to store information. Hard disks consist of metal disks coated with 
magnetizable material. These disks are placed vertically on a spindle. A read/write 
head moves in between the disks and is used to magnetize or de-magnetize the spot 
under it. A magnetized spot can be recognized as 0 (zero) or 1 (one).  
Hard disks are formatted in a well-defined order to store data efficiently. A hard disk 
plate has many concentric circles on it, called tracks. Every track is further divided 
into sectors. A sector on a hard disk typically stores 512 bytes of data.  



RAID 
RAID stands for Redundant Array of Independent Disks, which is a technology to 
connect multiple secondary storage devices and use them as a single storage media.  
RAID consists of an array of disks in which multiple disks are connected together to 
achieve different goals. RAID levels define the use of disk arrays.  

x RAID 0: In this level, a striped array of disks is implemented. The data is 
broken down into blocks and the blocks are distributed among disks. Each disk 
receives a block of data to write/read in parallel. It enhances the speed and 
performance of the storage device. There is no parity and backup in Level 0.  

x RAID 1: RAID 1 uses mirroring techniques. When data is sent to a 
RAID controller, it sends a copy of data to all the disks in the array. 
RAID level 1 is also called mirroring and provides 100% redundancy 
in case of a failure.  

x RAID 2: RAID 2 records Error Correction Code using Hamming distance for its 
data, striped on different disks. Like level 0, each data bit in a word is recorded 
on a separate disk and ECC codes of the data words are stored on a different 
set disks. Due to its complex structure and high cost, RAID 2 is not 
commercially available.  

 
x RAID 3: RAID 3 stripes the data onto multiple disks. The parity bit 

generated for data word is stored on a different disk. This technique makes it 
to overcome single disk failures.  

 



x RAID 4: In this level, an entire block of data is written onto data disks and 
then the parity is generated and stored on a different disk. Note that level 3 
uses byte-level striping, whereas level 4 uses block-level striping. Both level 
3 and level 4 require at least three disks to implement RAID.  

 
x RAID 5: RAID 5 writes whole data blocks onto different disks, but the parity 

bits generated for data block stripe are distributed among all the data disks 
rather than storing them on a different dedicated disk  

 
x RAID 6: RAID 6 is an extension of level 5. In this level, two independent 

parities are generated and stored in distributed fashion among multiple disks. 
Two parities provide additional fault tolerance. This level requires at least 
four disk drives to implement RAID.  

 
 



 

INDEXING 
We know that data is stored in the form of records. Every record has a key field, 
which helps it to be recognized uniquely.  
Indexing is a data structure technique to efficiently retrieve records from the 
database files based on some attributes on which the indexing has been done. 
Indexing in database systems is similar to what we see in books.  
Indexing is defined based on its indexing attributes. Indexing can be of the following 
types:  

9 Primary Index: Primary index is defined on an ordered data file. The data file 
is ordered on a key field. The key field is generally the primary key of the 
relation.  

9 Secondary Index: Secondary index may be generated from a field which is 
a candidate key and has a unique value in every record, or a non-key with 
duplicate values.  

9 Clustering Index: Clustering index is defined on an ordered data file. The 
data file is ordered on a non-key field.  

 
Ordered Indexing is of two types:  

9 Dense Index  
9 Sparse Index  

Dense Index 
In dense index, there is an index record for 
every search key value in the database. This 
makes searching faster but requires more space 
to store index records itself. Index records 
contain search key value and a pointer to the 
actual record on the disk. 

Multilevel Index 
Index records comprise search-key values and data 
pointers. Multilevel index is stored on the disk along 
with the actual database files. As the size of the 
database grows, so does the size of the indices. There 
is an immense need to keep the index records in the 
main memory so as to speed up the search 
operations. If single-level index is used, then a large 
size index cannot be kept in memory which leads to 
multiple disk accesses. 

Multi-level Index helps in breaking down the index into several smaller indices in 
order to make the outermost level so small that it can be saved in a single disk block, 
which can easily be accommodated anywhere in the main memory.  



B+ Tree 
A B+ tree is a balanced binary search tree that follows a multi-level index format. The 
leaf nodes of a B+ tree denote actual data pointers. B+ tree ensures that all leaf nodes 
remain at the same height, thus balanced. Additionally, the leaf nodes are linked 
using a link list; therefore, a B+ tree can support random access as well as sequential 
access.  
Structure of B+ Tree 
Every leaf node is at equal distance from the root node. A   B+ 

tree is of the order n where n is fixed for every B+ tree. 

Internal nodes:  
9 Internal (non-leaf) nodes contain at least ⌈n/2⌉ pointers, except the root 

node.  
9 At most, an internal node can contain n pointers.  

 
Leaf nodes:  

9 Leaf nodes contain at least ⌈n/2⌉ record pointers and ⌈n/2⌉ key values. 
9 At most, a leaf node can contain n record pointers and n key values.  
9 Every leaf node contains one block pointer P to point to next leaf node and 

forms a linked list.  
 
B+ Tree Insertion 

9 B+ 
 trees are filled from bottom and each entry is done at the leaf node. 

9 If a leaf node overflows:  
o Split node into two parts.  

o Partition at i = ⌊(m+1)/2⌋.  
o First i entries are stored in one node.  
o Rest of the entries (i+1 onwards) are moved to a new node.  
o ith key is duplicated at the parent of the leaf.  

9 If a non-leaf node overflows:  
o Split node into two parts.  
o Partition the node at i = ⌈(m+1)/2⌉.  
o Entries up to i are kept in one node.  
o Rest of the entries are moved to a new node.  

B+ Tree Deletion 
9 B+ tree entries are deleted at the leaf nodes. 
9 The target entry is searched and deleted.  

o If it is an internal node, delete and replace with the entry from the left 
position.  

9 After deletion, underflow is tested,  
o If underflow occurs, distribute the entries from the nodes left to it.  

9 If distribution is not possible from left, then  
o Distribute the entries from the nodes right to it.  

9 If distribution is not possible from left or from right, then  
o Merge the node with left and right to it.  



Hashing 
For a huge database structure, it can be almost next to impossible to search all the 
index values through all its level and then reach the destination data block to retrieve 
the desired data. Hashing is an effective technique to calculate the direct location of 
a data record on the disk without using index structure.  
Hashing uses hash functions with search keys as parameters to generate the address 
of a data record.  

Hash Organization 
¾ Bucket: A hash file stores data in bucket format. Bucket is considered a unit 

of storage. A bucket typically stores one complete disk block, which in turn can 
store one or more records.  

¾ Hash Function: A hash function, h, is a mapping function that maps all the 
set of search-keys K to the address where actual records are placed. It is a 
function from search keys to bucket addresses.  

 

Static Hashing 
In static hashing, when a search-key value is provided, 
the hash function always computes the same address. 
For example, if mod-4 hash function is used, then it 
shall generate only 5 values. The output address shall 
always be same for that function. The number of 
buckets provided remains unchanged at all times. 

Operation:  
¾ Insertion: When a record is required to be 

entered using static hash, the hash function h 
computes the bucket address for search key K, where the record will be 
stored.  
Bucket address = h(K)  

¾ Search: When a record needs to be retrieved, the same hash function can be 
used to retrieve the address of the bucket where the data is stored.  

¾ Delete: This is simply a search followed by a deletion operation.  

Bucket Overflow 
The condition of bucket-overflow is known as collision. This is a fatal state for any 
static hash function. In this case, overflow chaining can be used.  

¾ Overflow Chaining: When buckets are full, a new bucket is 
allocated for the same hash result and is linked after the 
previous one. This mechanism is called Closed Hashing.  

 
 
 
 



¾ Linear Probing: When a hash function generates an 
address at which data is already stored, the next free bucket 
is allocated to it. This mechanism is called Open Hashing  

 

Dynamic Hashing 
The problem with static hashing is that it does not expand 
or shrink dynamically as the size of the database grows or 
shrinks. Dynamic hashing provides a mechanism in which 
data buckets are added and removed dynamically and on-
demand. Dynamic hashing is also known as extended 
hashing.  
Hash function, in dynamic hashing, is made to produce a 
large number of values and only a few are used initially.  

Organization 
The prefix of an entire hash value is taken as a hash index. Only a portion of the hash 
value is used for computing bucket addresses. Every hash index has a depth value 
to signify how many bits are used for computing a hash function. These bits can 
address 2n buckets. When all these bits are consumed — that is, when all the buckets 
are full — then the depth value is increased linearly and twice the buckets are 
allocated.  

Operation 
¾ Querying: Look at the depth value of the hash index and use those bits to 

compute the bucket address.  
¾ Update: Perform a query as above and update the data.  
¾ Deletion: Perform a query to locate the desired data and delete the same.  
¾ Insertion: Compute the address of the bucket.  

o If the bucket is already full,  
� Add more buckets.  
� Add additional bits to the hash value.  
� Re-compute the hash function.  

o Else,  
� Add data to the bucket, 
� If all the buckets are full, perform the remedies of static hashing.  

 
Hashing is not favorable when the data is organized in some ordering and the queries 
require a range of data. When data is discrete and random, hash performs the best.  
Hashing algorithms have high complexity than indexing. All hash operations are done 
in constant time. 



 
 

TRANSACTION 
A transaction can be defined as a group of tasks. A single task is the minimum 
processing unit which cannot be divided further.  
Let’s take an example of a simple transaction. Suppose a bank employee transfers 
Rs 500 from A's account to B's account. This very simple and small transaction 
involves several low-level tasks.  

A’s Account  
Open_Account(A)  
Old_Balance = A.balance  
New_Balance = Old_Balance - 500  
A.balance = New_Balance  
Close_Account(A)  
B’s Account  
Open_Account(B)  
Old_Balance = B.balance  
New_Balance = Old_Balance + 500  
B.balance = New_Balance  
Close_Account(B) 

ACID Properties 
A transaction is a very small unit of a program and it may contain several low-level 
tasks. A transaction in a database system must maintain Atomicity, Consistency, 
Isolation, and Durability — commonly known as ACID properties —in order to ensure 
accuracy, completeness, and data integrity.  

x Atomicity: This property states that a transaction must be treated as an 
atomic unit, that is, either all of its operations are executed or none. There 
must be no state in a database where a transaction is left partially completed. 
States should be defined either before the execution of the transaction or after 
the execution/abortion/failure of the transaction.  

x Consistency: The database must remain in a consistent state after any 
transaction. No transaction should have any adverse effect on the data residing 
in the database. If the database was in a consistent state before the execution 
of a transaction, it must remain consistent after the execution of the 
transaction as well.  

x Durability: The database should be durable enough to hold all its latest 
updates even if the system fails or restarts. If a transaction updates a chunk 
of data in a database and commits, then the database will hold the modified 
data. If a transaction commits but the system fails before the data could be 
written on to the disk, then that data will be updated once the system springs 
back into action.  

x Isolation: In a database system where more than one transaction are being 
executed simultaneously and in parallel, the property of isolation states that 
all the transactions will be carried out and executed as if it is the only 



transaction in the system. No transaction will affect the existence of any other 
transaction.  

Serializability 
When multiple transactions are being executed by the operating system in a 
multiprogramming environment, there are possibilities that instructions of one 
transaction are interleaved with some other transaction.  

x Schedule: A chronological execution sequence of a transaction is called a 
schedule. A schedule can have many transactions in it, each comprising of a 
number of instructions/tasks.  

x Serial Schedule: It is a schedule in which transactions are aligned in such a 
way that one transaction is executed first. When the first transaction completes 
its cycle, then the next transaction is executed. Transactions are ordered one 
after the other. This type of schedule is called a serial schedule, as transactions 
are executed in a serial manner.  
 

In a multi-transaction environment, serial schedules are considered as a benchmark. 
The execution sequence of an instruction in a transaction cannot be changed, but two 
transactions can have their instructions executed in a random fashion. This execution 
does no harm if two transactions are mutually independent and working on different 
segments of data; but in case these two transactions are working on the same data, 
then the results may vary. This ever-varying result may bring the database to an 
inconsistent state.  
To resolve this problem, we allow parallel execution of a transaction schedule, if its 
transactions are either serializable or have some equivalence relation among them.  

Equivalence Schedules 
An equivalence schedule can be of the following types: 
Result Equivalence 
If two schedules produce the same result after execution, they are said to be result 
equivalent. They may yield the same result for some value and different results for 
another set of values. That's why this equivalence is not generally considered 
significant.  
View Equivalence 
Two schedules would be view equivalence if the transactions in both the schedules 
perform similar actions in a similar manner.  
For example:  

x If T reads the initial data in S1, then it also reads the initial data in S2.  
x If T reads the value written by J in S1, then it also reads the value written by 

J in S2.  
x If T performs the final write on the data value in S1, then it also performs the 

final write on the data value in S2.  
 
Conflict Equivalence 
Two schedules would be conflicting if they have the following properties:  

x Both belong to separate transactions.  
x Both accesses the same data item.  
x At least one of them is "write" operation.  

 



Two schedules having multiple transactions with conflicting operations are said to 
be conflict equivalent if and only if:  

x Both the schedules contain the same set of Transactions.  
x The order of conflicting pairs of operation is maintained in both the 

schedules.  
 
Note: View equivalent schedules are view serializable and conflict equivalent 
schedules are conflict serializable. All conflict serializable schedules are view 
serializable too. 

States of Transactions 
A transaction in a database can be in one of the following states: 

x Active: In this state, the transaction is being 
executed. This is the initial state of every transaction.  

x Partially Committed: When a transaction executes 
its final operation, it is said to be in a partially 
committed state.  

x Failed: A transaction is said to be in a failed state if 
any of the checks made by the database recovery 
system fails. A failed transaction can no longer proceed further.  

x Aborted: If any of the checks fails and the transaction has reached a failed 
state, then the recovery manager rolls back all its write operations on the 
database to bring the database back to its original state where it was prior to 
the execution of the transaction. Transactions in this state are called aborted. 
The database recovery module can select one of the two operations after a 
transaction aborts:  

� Re-start the transaction 
� Kill the transaction  

x Committed: If a transaction executes all its operations successfully, it is said 
to be committed. All its effects are now permanently established on the 
database system.  

CONCURRENCY CONTROL 
In a multiprogramming environment where multiple transactions can be executed 
simultaneously, it is highly important to control the concurrency of transactions. We 
have concurrency control protocols to ensure atomicity, isolation, and serializability 
of concurrent transactions. Concurrency control protocols can be broadly divided into 
two categories:  

x Lock-based protocols  
x Timestamp-based protocols  

 

Lock-based Protocols 
Database systems equipped with lock-based protocols use a mechanism by which 
any transaction cannot read or write data until it acquires an appropriate lock on it. 
Locks are of two kinds:  

x Binary Locks A lock on a data item can be in two states; it is either locked or 
unlocked.  



x Shared/exclusive Locks This type of locking mechanism differentiates the locks 
based on their uses. If a lock is acquired on a data item to perform a write 
operation, it is an exclusive lock. Allowing more than one transaction to write 
on the same data item would lead the database into an inconsistent state. 
Read locks are shared because no data value is being changed.  

There are four types of lock protocols available: 
Simplistic Lock Protocol 
Simplistic lock-based protocols allow transactions to obtain a lock on every object 
before a 'write' operation is performed. Transactions may unlock the data item after 
completing the ‘write’ operation.  
Pre-claiming Lock Protocol 
Pre-claiming protocols evaluate their operations and 
create a list of data items on which they need locks. 
Before initiating an execution, the transaction 
requests the system for all the locks it needs 
beforehand. If all the locks are granted, the 
transaction executes and releases all the locks when 
all its operations are over. If all the locks are not 
granted, the transaction rolls back and waits until all 
the locks are granted. 
Two-Phase Locking –2PL 
This locking protocol divides the execution phase of a 
transaction into three parts. In the first part, when the 
transaction starts executing, it seeks permission for the locks 
it requires. The second part is where the transaction acquires 
all the locks. As soon as the transaction releases its first lock, 
the third phase starts. In this phase, the transaction cannot 
demand any new locks; it only releases the acquired locks. 

Two-phase locking has two phases, one is growing, where all the locks are being 
acquired by the transaction; and the second phase is shrinking, where the locks 
held by the transaction are being released.  
To claim an exclusive (write) lock, a transaction must first acquire a shared (read) 
lock and then upgrade it to an exclusive lock.  
Strict Two-Phase Locking 
The first phase of Strict-2PL is same as 2PL. After acquiring all the 
locks in the first phase, the transaction continues to execute 
normally. But in contrast to 2PL, Strict-2PL does not release a lock 
after using it. Strict-2PL holds all the locks until the commit point 
and releases all the locks at a time. 
Timestamp-based Protocols 
The most commonly used concurrency protocol is the timestamp based protocol. This 
protocol uses either system time or logical counter as a timestamp.  
Lock-based protocols manage the order between the conflicting pairs among 
transactions at the time of execution, whereas timestamp-based protocols start 
working as soon as a transaction is created.  



Every transaction has a timestamp associated with it, and the ordering is determined 
by the age of the transaction. A transaction created at 0002 clock time would be older 
than all other transactions that come after it. For example, any transaction 'y' 
entering the system at 0004 is two seconds younger and the priority would be given 
to the older one.  
In addition, every data item is given the latest read and write-timestamp. This lets 
the system know when the last ‘read and write’ operation was performed on the data 
item.  

Timestamp Ordering Protocol 
The timestamp-ordering protocol ensures serializability among transactions in their 
conflicting read and write operations. This is the responsibility of the protocol system 
that the conflicting pair of tasks should be executed according to the timestamp 
values of the transactions.  

x The timestamp of transaction Ti is denoted as TS(Ti).  
x Read timestamp of data-item X is denoted by R-timestamp(X).  
x Write timestamp of data-item X is denoted by W-timestamp(X).  

Timestamp ordering protocol works as follows:  
x If a transaction Ti issues a read(X) operation:  

o If TS(Ti) < W-timestamp(X)  
�

o Operation rejected.  
o If TS(Ti) >= W-timestamp(X)  
Operation executed.  
o All data-item timestamps updated.  

x If a transaction Ti issues a write(X) operation:  
o If TS(Ti) < R-timestamp(X)  
�Operation rejected.  
o If TS(Ti) < W-timestamp(X)  
�Operation rejected and Ti rolled back.  
o Otherwise, operation executed.  

 
DATA RECOVERY 

Crash Recovery 
DBMS is a highly complex system with hundreds of transactions being executed every 
second. The durability and robustness of a DBMS depends on its complex architecture 
and its underlying hardware and system software. If it fails or crashes amid 
transactions, it is expected that the system would follow some sort of algorithm or 
techniques to recover lost data.  

Failure Classification 
To see where the problem has occurred, we generalize a failure into various 
categories, as follows:  
Transaction Failure 
A transaction has to abort when it fails to execute or when it reaches a point from 
where it can’t go any further. This is called transaction failure where only a few 
transactions or processes are hurt.  
Reasons for a transaction failure could be:  



x Logical errors: Where a transaction cannot complete because it has some 
code error or any internal error condition.  

x System errors: Where the database system itself terminates an active 
transaction because the DBMS is not able to execute it, or it has to stop 
because of some system condition. For example, in case of deadlock or 
resource unavailability, the system aborts an active transaction.  

 
System Crash 
There are problems – external to the system – that may cause the system to stop 
abruptly and cause the system to crash. For example, interruptions in power supply 
may cause the failure of underlying hardware or software failure.  
Examples may include operating system errors.  
Disk Failure 
In early days of technology evolution, it was a common problem where hard-disk 
drives or storage drives used to fail frequently. Disk failures include formation of bad 
sectors, unreachability to the disk, disk head crash or any other failure, which destroys all or a 
part of disk storage. 

Storage Structure 
We have already described the storage system. In brief, the storage structure can be 
divided into two categories:  

x Volatile storage: As the name suggests, a volatile storage cannot survive 
system crashes. Volatile storage devices are placed very close to the CPU; 
normally they are embedded onto the chipset itself. For example, main 
memory and cache memory are examples of volatile storage. They are fast but 
can store only a small amount of information.  

x Non-volatile storage: These memories are made to survive system crashes. 
They are huge in data storage capacity, but slower in accessibility. Examples 
may include hard-disks, magnetic tapes, flash memory, and non-volatile 
(battery backed up) RAM.  

Recovery and Atomicity 
When a system crashes, it may have several transactions being executed and various 
files opened for them to modify the data items. Transactions are made of various 
operations, which are atomic in nature. But according to ACID properties of DBMS, 
atomicity of transactions as a whole must be maintained, that is, either all the 
operations are executed or none.  
When a DBMS recovers from a crash, it should maintain the following:  

x It should check the states of all the transactions, which were being executed.  
x A transaction may be in the middle of some operation; the DBMS must ensure 

the atomicity of the transaction in this case.  
x It should check whether the transaction can be completed now or it needs to 

be rolled back.  
x No transactions would be allowed to leave the DBMS in an inconsistent state.  

 
There are two types of techniques, which can help a DBMS in recovering as well as 
maintaining the atomicity of a transaction:  

x Maintaining the logs of each transaction, and writing them onto some stable 
storage before actually modifying the database. 



x Maintaining shadow paging, where the changes are done on a volatile memory, 
and later, the actual database is updated.  

Log-based Recovery 
Log is a sequence of records, which maintains the records of actions performed by a 
transaction. It is important that the logs are written prior to the actual modification 
and stored on a stable storage media, which is failsafe.  
Log-based recovery works as follows:  

x The log file is kept on a stable storage media.  
x When a transaction enters the system and starts execution, it writes a log 

about it.  
<Tn, Start> 

x When the transaction modifies an item X, it write logs as follows:  
 

<Tn, X, V1, V2> 
It reads Tn has changed the value of X, from V1 to V2.  

x When the transaction finishes, it logs:  
 

<Tn, commit> 
The database can be modified using two approaches:  

x Deferred database modification: All logs are written on to the stable 
storage and the database is updated when a transaction commits.  

x Immediate database modification: Each log follows an actual database 
modification. That is, the database is modified immediately after every 
operation.  

 

Recovery with Concurrent Transactions 
When more than one transaction are being executed in parallel, the logs are 
interleaved. At the time of recovery, it would become hard for the recovery system 
to backtrack all logs, and then start recovering. To ease this situation, most modern 
DBMS use the concept of 'checkpoints'.  
Checkpoint 
Keeping and maintaining logs in real time and in real environment may fill out 
all the memory space available in the system. As time passes, the log file may 
grow too big to be handled at all. Checkpoint is a mechanism where all the 
previous logs are removed from the system and stored permanently in a 
storage disk. Checkpoint declares a point before which the DBMS was in 
consistent state, and all the transactions were  
Recovery 
When a system with concurrent transactions crashes and recovers, it behaves in the 
following manner:  



 
x The recovery system reads the logs backwards from the end to the last 

checkpoint.  
x It maintains two lists, an undo-list and a redo-list.  
x  If the recovery system sees a log with <Tn, Start> and <Tn, Commit> or just 

<Tn, Commit>, it puts the transaction in the redo-list.  
x If the recovery system sees a log with <Tn, Start> but no commit or abort log 

found, it puts the transaction in the undo-list.  
 
All the transactions in the undo-list are then undone and their logs are removed. All 
the transactions in the redo-list and their previous logs are removed and then redone 
before saving their logs. committed.  



UNIT III  
PL/SQL 

1. PL/SQL, the Oracle procedural extension of SQL, is a completely portable, high-performance transaction-

processing language. 

2. Was developed by Oracle Corporation in the early 90's to enhance the capabilities of SQL. 

3. Following are notable facts about PL/SQL: 

a. PL/SQL is a completely portable, high-performance transaction-processing language. 

b. PL/SQL provides a built-in interpreted and OS independent programming environment. 

c. PL/SQL can also directly be called from the command-line SQL*Plus interface. 

d. Direct call can also be made from external programming language calls to database. 

e. PL/SQL's general syntax is based on that of ADA and Pascal programming language. 

f. Apart from Oracle, PL/SQL is available in Times Ten in-memory database and IBM DB2. 

Advantages of PL/SQL 
PL/SQL has these advantages: 

Tight Integration with SQL 

High Performance 

High Productivity 

Full Portability 

Tight Security 

Access to Predefined Packages 

Support for Object-Oriented Programming 

Support for Developing Web Applications and Server Pages 

The Generic PL/SQL Block 
The PL/SQL bl;ock has definite structure, which can be divided into sections. The section of  PL/SQL blocks 

are: 

1. Declare Section : Code Block, Variable and other Oracle Object can be declare and initialized if required 

2. Begin Section: SQL and PL/SQL statements, Actual data manipulation, retrieval, looping and branching 

constructs are specified in this section. 

3. Exception Section: handling errors. 

4. End Section: Marks the end of PL/SQL block.  

 

PL/SQL Data Types 
Every constant, variable, and parameter has a data type (also called a type) that determines its storage 

format, constraints, valid range of values, and operations that can be performed on it. PL/SQL provides 

many predefined data types and subtypes, and allows us to define our own PL/SQL subtypes. 



A subtype is a subset of another data type, which is called its base type. A subtype has the same valid 

operations as its base type, but only a subset of its valid values. 
Table 1 lists the categories of predefined PL/SQL data types 

Category Description 

Scalar Single values with no internal components, such as a NUMBER, DATE, or 

BOOLEAN. 

Large Object (LOB) Pointers to large objects that are stored separately from other data items, such 

as text, graphic images, video clips, and sound waveforms. 

Composite Data items that have internal components that can be accessed individually. 

For example, collections and records. 

Reference Pointers to other data items. 

 

PL/SQL Scalar Data Types and Subtypes come under the following categories: 

Date Type Description 

Numeric Numeric values on which arithmetic operations are performed. 

Character Alphanumeric values that represent single characters or strings of 

characters. 

Boolean Logical values on which logical operations are performed. 

Datetime Dates and times. 

PL/SQL provides subtypes of data types. For example, the data type NUMBER has a subtype called INTEGER. 

You can use subtypes in your PL/SQL program to make the data types compatible with data types in other 

programs while embedding PL/SQL code in another program, such as a Java program. 

PL/SQL pre-defined numeric data types and their sub-types: 



Data Type Description 

PLS_INTEGER Signed integer in range -2,147,483,648 through 2,147,483,647, 

represented in 32 bits 

BINARY_INTEGER Signed integer in range -2,147,483,648 through 2,147,483,647, 

represented in 32 bits 

BINARY_FLOAT Single-precision IEEE 754-format floating-point number 

BINARY_DOUBLE Double-precision IEEE 754-format floating-point number 

NUMBER(prec, scale) Fixed-point or floating-point number with absolute value in range 

1E-130 to (but not including) 1.0E126. A NUMBER variable can 

also represent 0. 

DEC(prec, scale) ANSI specific fixed-point type with maximum precision of 38 

decimal digits. 

DECIMAL(prec, scale) IBM specific fixed-point type with maximum precision of 38 

decimal digits. 

NUMERIC(pre, secale) Floating type with maximum precision of 38 decimal digits. 

DOUBLE PRECISION ANSI specific floating-point type with maximum precision of 126 

binary digits (approximately 38 decimal digits) 

FLOAT ANSI and IBM specific floating-point type with maximum precision 

of 126 binary digits (approximately 38 decimal digits) 



INT ANSI specific integer type with maximum precision of 38 decimal 

digits 

INTEGER ANSI and IBM specific integer type with maximum precision of 38 

decimal digits 

SMALLINT ANSI and IBM specific integer type with maximum precision of 38 

decimal digits 

REAL Floating-point type with maximum precision of 63 binary digits 

(approximately 18 decimal digits) 

 

Character Data Types and Subtypes 

Pre-defined character data types and their sub-types: 

Data Type Description 

CHAR Fixed-length character string with maximum size of 32,767 bytes 

VARCHAR2 Variable-length character string with maximum size of 32,767 bytes 

RAW Variable-length binary or byte string with maximum size of 32,767 bytes, not 

interpreted by PL/SQL 

NCHAR Fixed-length national character string with maximum size of 32,767 bytes 

NVARCHAR2 Variable-length national character string with maximum size of 32,767 bytes 

LONG Variable-length character string with maximum size of 32,760 bytes 



LONG RAW Variable-length binary or byte string with maximum size of 32,760 bytes, not 

interpreted by PL/SQL 

ROWID Physical row identifier, the address of a row in an ordinary table 

UROWID Universal row identifier (physical, logical, or foreign row identifier) 

PL/SQL Boolean Data Types 

The BOOLEAN data type stores logical values that are used in logical operations. The logical values are the 

Boolean values TRUE and FALSE and the value NULL. 

However, SQL has no data type equivalent to BOOLEAN. Therefore, Boolean values cannot be used in: 

x SQL statements 

x Built-in SQL functions (such as TO_CHAR) 

x PL/SQL functions invoked from SQL statements 

PL/SQL Datetime and Interval Types 

The DATE datatype to store fixed-length datetimes, which include the time of day in seconds since midnight. 

Valid dates range from January 1, 4712 BC to December 31, 9999 AD. 

The default date format is set by the Oracle initialization parameter NLS_DATE_FORMAT. For example, the 

default might be 'DD-MON-YY', which includes a two-digit number for the day of the month, an abbreviation 

of the month name, and the last two digits of the year, for example, 01-OCT-12. 

Each DATE includes the century, year, month, day, hour, minute, and second. The following table shows the 

valid values for each field: 

Field Name Valid Datetime Values Valid Interval Values 

YEAR -4712 to 9999 (excluding year 0) Any nonzero integer 



MONTH 01 to 12 0 to 11 

DAY 01 to 31 (limited by the values of MONTH 

and YEAR, according to the rules of the 

calendar for the locale) 

Any nonzero integer 

HOUR 00 to 23 0 to 23 

MINUTE 00 to 59 0 to 59 

SECOND 00 to 59.9(n), where 9(n) is the precision of 

time fractional seconds 

0 to 59.9(n), where 9(n) is 

the precision of interval 

fractional seconds 

TIMEZONE_HOUR -12 to 14 (range accommodates daylight 

savings time changes) 

Not applicable 

TIMEZONE_MINUTE 00 to 59 Not applicable 

TIMEZONE_REGION Found in the dynamic performance view 

V$TIMEZONE_NAMES 

Not applicable 

TIMEZONE_ABBR Found in the dynamic performance view 

V$TIMEZONE_NAMES 

Not applicable 

PL/SQL Large Object (LOB) Data Types 

Large object (LOB) data types refer large to data items such as text, graphic images, video clips, and sound 

waveforms. LOB data types allow efficient, random, piecewise access to this data. Following are the predefined 

PL/SQL LOB data types: 

Data Type Description Size 



BFILE Used to store large binary objects in 

operating system files outside the database. 

System-dependent. Cannot exceed 4 

gigabytes (GB). 

BLOB Used to store large binary objects in the 

database. 

8 to 128 terabytes (TB) 

CLOB Used to store large blocks of character data 

in the database. 

8 to 128 TB 

NCLOB Used to store large blocks of NCHAR data in 

the database. 

8 to 128 TB 

PL/SQL User-Defined Subtypes 

A subtype is a subset of another data type, which is called its base type. A subtype has the same valid operations 

as its base type, but only a subset of its valid values. 

PL/SQL predefines several subtypes in package STANDARD. For example, PL/SQL predefines the 
subtypes CHARACTER and INTEGER as follows: 

SUBTYPE CHARACTER IS CHAR; 

SUBTYPE INTEGER IS NUMBER(38,0); 

You can define and use your own subtypes. The following program illustrates defining and using a user-defined 

subtype: 

DECLARE 

   SUBTYPE name IS char(20); 

   SUBTYPE message IS varchar2(100); 

   salutation name; 

   greetings message; 

BEGIN 

   salutation := 'Reader '; 

   greetings := 'Welcome to the World of PL/SQL'; 

   dbms_output.put_line('Hello ' || salutation || greetings); 

END; 

When the above code is executed at SQL prompt, it produces the following result: 



Hello Reader Welcome to the World of PL/SQL 

PL/SQL procedure successfully completed. 

%type 

1. The %type attribute provides for further integration.  
2. PL/SQL can use the %type attribute to declare variables based on definitions of columns in a table.  
3. If  a columns attributes change, the variables attributes will change as well.  
4. This provides for data independence,  
5. Reduces maintainers cost and allows programs to adapt to changes made to the table. 
6. %TYPE declares a variable or constant to have the data type as that of a previously defined variable or of  

a column in a table or in a view 

 

Control structures 
Control structures are the most important PL/SQL extension to SQL. Can be classified into the following 

categories: 

■ Conditional Control 

■ Iterative Control 

■ Sequential Control 

Conditional Control 
Often, it is necessary to take alternative actions depending on circumstances. The IF-THEN-ELSE statement lets 

you execute a sequence of statements conditionally. The IF clause checks a condition, the THEN clause defines 

what to do if the condition is true and the ELSE clause defines what to do if the condition is false or null. 

Syntax  
If <condition> then 
 <action> 
Else 
 <action> 
End if; 
   Example Simple IF-THEN Statement 
SQL> DECLARE 

2 sales NUMBER(8,2) := 10100; 

3 quota NUMBER(8,2) := 10000; 

4 bonus NUMBER(6,2); 

5 emp_id NUMBER(6) := 120; 

6 BEGIN 

7 IF sales > (quota + 200) THEN 
8 bonus := (sales - quota)/4; 

9 

10 UPDATE employees SET salary = 

11 salary + bonus 

12 WHERE employee_id = emp_id; 

13 END IF; 
14 END; 

15 / 



PL/SQL procedure successfully completed. 

Example Using a Simple IF-THEN-ELSE Statement 
SQL> DECLARE 
2 sales NUMBER(8,2) := 12100; 
3 quota NUMBER(8,2) := 10000; 
4 bonus NUMBER(6,2); 
5 emp_id NUMBER(6) := 120; 
6 BEGIN 
7 IF sales > (quota + 200) THEN 
8 bonus := (sales - quota)/4; 
9 ELSE 
10 bonus := 50; 
11 END IF; 
12 
13 UPDATE employees 
14 SET salary = salary + bonus 
15 WHERE employee_id = emp_id; 
16 END; 
17 / 

PL/SQL procedure successfully completed. 

Example Nested IF-THEN-ELSE Statements 
SQL> DECLARE 
2 sales NUMBER(8,2) := 12100; 
3 quota NUMBER(8,2) := 10000; 
4 bonus NUMBER(6,2); 
5 emp_id NUMBER(6) := 120; 
6 BEGIN 
7 IF sales > (quota + 200) THEN 
8 bonus := (sales - quota)/4; 
9 ELSE 
10 IF sales > quota THEN 
11 bonus := 50; 
12 ELSE 
13 bonus := 0; 
14 END IF; 
15 END IF; 
16 
17 UPDATE employees 
18 SET salary = salary + bonus 
19 WHERE employee_id = emp_id; 
20 END; 
21 / 

PL/SQL procedure successfully completed. 
Iterative Control 
LOOP statements let you execute a sequence of statements multiple times. You place the keyword LOOP before 

the first statement in the sequence and the keywords END LOOP after the last statement in the sequence. The 

following example shows the simplest kind of loop, which repeats a sequence of statements continually: 

LOOP 



-- sequence of statements 

END LOOP; 

While loop: The WHILE-LOOP statement executes the statements in the loop body as long as a 

Condition is true: 

 While<condition> 
Loop 
 <action> 
End loop; 
 

For loop: Simple FOR loops iterate over a specified range of integers (lower_bound .. upper_ 

bound). The number of iterations is known before the loop is entered. The range is evaluated when 

the FOR loop is first entered and is never re-evaluated. If lower_bound equals pper_bound, the 

loop body is executed once. 

 For variable IN [reverse} start .. end 
Loop 
 <action> 
End loop; 
Example  Simple FOR-LOOP Statement 
SQL> BEGIN 
2 FOR i IN 1..3 LOOP 
3 DBMS_OUTPUT.PUT_LINE (TO_CHAR(i)); 
4 END LOOP; 
5 END; 
6 / 
 
Example 4–15 Reverse FOR-LOOP Statement 
SQL> BEGIN 
2 FOR i IN REVERSE 1..3 LOOP 
3 DBMS_OUTPUT.PUT_LINE (TO_CHAR(i)); 
4 END LOOP; 
5 END; 
6 / 

Sequential Control 
The GOTO statement lets you branch to a label unconditionally. The label, an undeclared identifier enclosed by 

double angle brackets, must precede an executable statement or a PL/SQL block. 

GOTO <codeblock name>; 

Example 4–26 Simple GOTO Statement 
SQL> DECLARE 
2 p VARCHAR2(30); 
3 n PLS_INTEGER := 37; 
4 BEGIN 
5 FOR j in 2..ROUND(SQRT(n)) LOOP 
6 IF n MOD j = 0 THEN 
7 p := ' is not a prime number'; 
8 GOTO print_now; 



9 END IF; 
10 END LOOP; 
11 
12 p := ' is a prime number'; 
13 
14 <<print_now>> 
15 DBMS_OUTPUT.PUT_LINE(TO_CHAR(n) || p); 
16 END; 
17 / 
37 is a prime number 
PL/SQL procedure successfully completed. 
 
Error Handling in PL/SQL 

Every PL/SQL block of code encountered by the Oracle engine is accepted as a client. Oracle engine will 
make an attempt to execute every SQL sentence within the PL/SQL block. However executing the SQL 
sentences anything can go wrong and the SQL sentence can fail. When it fails the Oracle engine is the 
first to recognize this as an Exception condition. The Oracle engine immediately tries to handle the 
exception condition and resolve it. This is done by raising a built-in Exception Handler. 
Exception handler 
An Exception handler is nothing but a code block in memory that will attempt to resolve the current 
exception condition. The Oracle engine can recognize every exception condition that occurs in memory. 
To handle vey common and repetitive exception condition the Oracle engine uses Named Exception 
Handlers  
PL/SQL - Exceptions 
An error condition during a program execution is called an exception. PL/SQL supports programmers to 
catch such conditions using EXCEPTION block in the program and an appropriate action is taken against 
the error condition. There are two types of exceptions: 

x System-defined exceptions 
x User-defined exceptions 

Syntax for Exception Handling 
The General Syntax for exception handling is as follows. Here you can list down as many as exceptions 
you want to handle. The default exception will be handled using WHEN others THEN: 

DECLARE 
   <declarations section> 
BEGIN 
   <executable command(s)> 
EXCEPTION 
   <exception handling goes here > 
   WHEN exception1 THEN  
       exception1-handling-statements  
   WHEN exception2  THEN  
      exception2-handling-statements  
   WHEN exception3 THEN  
      exception3-handling-statements 
   ........ 
   WHEN others THEN 
      exception3-handling-statements 
END; 

Example Exception Handling 
Let us write some simple code to illustrate the concept. We will be using the CUSTOMERS table we had created 
and used in the previous chapters: 

DECLARE 



   c_id customers.id%type := 8; 
   c_name  customers.name%type; 
   c_addr customers.address%type; 
BEGIN 
   SELECT  name, address INTO  c_name, c_addr 
   FROM customers 
   WHERE id = c_id; 
   DBMS_OUTPUT.PUT_LINE ('Name: '||  c_name); 
   DBMS_OUTPUT.PUT_LINE ('Address: ' || c_addr); 
EXCEPTION 
   WHEN no_data_found THEN 
      dbms_output.put_line('No such customer!'); 
   WHEN others THEN 
      dbms_output.put_line('Error!'); 
END; 
/ 

When the above code is executed at SQL prompt, it produces the following result: 
No such customer! 
 
PL/SQL procedure successfully completed. 

 
The above program displays the name and address of a customer whose ID is given. Since there is no customer 
with ID value 8 in our database, the program raises the run-time exception NO_DATA_FOUND, which is 
captured in EXCEPTION block. 
 
Raising Exceptions 
Exceptions are raised by the database server automatically whenever there is any internal database error, but 
exceptions can be raised explicitly by the programmer by using the command RAISE. Following is the simple 
syntax of raising an exception: 

DECLARE 
   exception_name EXCEPTION; 
BEGIN 
   IF condition THEN 
      RAISE exception_name; 
   END IF; 
EXCEPTION 
   WHEN exception_name THEN 
   statement; 
END; 

You can use above syntax in raising Oracle standard exception or any user-defined exception. Next section will 
give you an example on raising user-defined exception, similar way you can raise Oracle standard exceptions as 
well. 
User-defined Exceptions 
PL/SQL allows you to define your own exceptions according to the need of your program. A user-defined 
exception must be declared and then raised explicitly, using either a RAISE statement or the procedure 
DBMS_STANDARD.RAISE_APPLICATION_ERROR. 
The syntax for declaring an exception is: 

DECLARE 
   my-exception EXCEPTION; 

Example: 
The following example illustrates the concept. This program asks for a customer ID, when the user enters an 
invalid ID, the exception invalid_id is raised. 



DECLARE 

   c_id customers.id%type := &cc_id; 

   c_name  customers.name%type; 

   c_addr customers.address%type; 

 

   -- user defined exception 

   ex_invalid_id  EXCEPTION; 

BEGIN 

   IF c_id <= 0 THEN 

      RAISE ex_invalid_id; 

   ELSE 

      SELECT  name, address INTO  c_name, c_addr 

      FROM customers 

      WHERE id = c_id; 

    

      DBMS_OUTPUT.PUT_LINE ('Name: '||  c_name); 

      DBMS_OUTPUT.PUT_LINE ('Address: ' || c_addr); 

   END IF; 

EXCEPTION 

   WHEN ex_invalid_id THEN 

      dbms_output.put_line('ID must be greater than zero!'); 

   WHEN no_data_found THEN 

      dbms_output.put_line('No such customer!'); 

   WHEN others THEN 

      dbms_output.put_line('Error!');  

END; 

/ 

When the above code is executed at SQL prompt, it produces the following result: 
Enter value for cc_id: -6 (let's enter a value -6) 

old  2: c_id customers.id%type := &cc_id; 

new  2: c_id customers.id%type := -6; 

ID must be greater than zero! 

 

PL/SQL procedure successfully completed. 

Pre-defined Exceptions 
PL/SQL provides many pre-defined exceptions, which are executed when any database rule is violated by a 
program. For example, the predefined exception NO_DATA_FOUND is raised when a SELECT INTO statement 
returns no rows. The following table lists few of the important pre-defined exceptions 
 
Exception Oracle Error SQLCODE Description 

ACCESS_INTO_NULL 06530 -6530 It is raised when a null object is automatically assigned a value. 

CASE_NOT_FOUND 06592 -6592 It is raised when none of the choices in the WHEN clauses of a CASE 
statement is selected, and there is no ELSE clause. 

COLLECTION_IS_NULL 06531 -6531 It is raised when a program attempts to apply collection methods other than 
EXISTS to an uninitialized nested table or varray, or the program attempts 
to assign values to the elements of an uninitialized nested table or varray. 



DUP_VAL_ON_INDEX 00001 -1 It is raised when duplicate values are attempted to be stored in a column with 
unique index. 

INVALID_CURSOR 01001 -1001 It is raised when attempts are made to make a cursor operation that is not 
allowed, such as closing an unopened cursor. 

INVALID_NUMBER 01722 -1722 It is raised when the conversion of a character string into a number fails 
because the string does not represent a valid number. 

LOGIN_DENIED 01017 -1017 It is raised when s program attempts to log on to the database with an invalid 
username or password. 

NO_DATA_FOUND 01403 +100 It is raised when a SELECT INTO statement returns no rows. 

NOT_LOGGED_ON 01012 -1012 It is raised when a database call is issued without being connected to the 
database. 

PROGRAM_ERROR 06501 -6501 It is raised when PL/SQL has an internal problem. 

ROWTYPE_MISMATCH 06504 -6504 It is raised when a cursor fetches value in a variable having incompatible 
data type. 

SELF_IS_NULL 30625 -30625 It is raised when a member method is invoked, but the instance of the object 
type was not initialized. 

STORAGE_ERROR 06500 -6500 It is raised when PL/SQL ran out of memory or memory was corrupted. 

TOO_MANY_ROWS 01422 -1422 It is raised when s SELECT INTO statement returns more than one row. 

VALUE_ERROR 06502 -6502 It is raised when an arithmetic, conversion, truncation, or size-constraint 
error occurs. 

ZERO_DIVIDE 01476 1476 It is raised when an attempt is made to divide a number by zero. 

 
PL/SQL Subprograms 

1. A PL/SQL subprogram is a named PL/SQL block that can be invoked with a set of parameters.  
2. A subprogram can be either a procedure or a function. Typically, procedure is used to perform an action 

and a function to compute and return a value.  
3. A subprogram is created either at schema level, inside a package, or inside a PL/SQL block (which can 

be another subprogram). 
4. A subprogram created at schema level is a standalone stored subprogram.  
5. Creating it with the CREATE PROCEDURE or CREATE FUNCTION statement.  
6. It is stored in the database until it is dropped with the DROP PROCEDURE or DROP FUNCTION 

statement. 



7. A subprogram created inside a package is a packaged subprogram. It is stored in the database until it is 
dropped with the package with the DROP PACKAGE statement. 

8. A subprogram created inside a PL/SQL block is a nested subprogram. Either declare it or define it at the 
same time, or we can declare it first (forward declaration) and then define it later in the same block. 

 
PL/SQL Package 

1. A package is a schema object that groups logically related PL/SQL types, variables, and subprograms.  
2. Packages usually have two parts, a specification ("spec") and a body; sometimes the body is unnecessary. 
3. The specification is the interface to the package. It declares the types, variables, constants, exceptions, 

cursors, and subprograms that can be referenced from outside the package.  
4. The body defines the queries for the cursors and the code for the subprograms. 
PL/SQL Package Specification 
The package specification contains public declarations. The declared items are accessible from anywhere in 
the package and to any other subprograms in t  he same schema. Figure illustrates the scoping.  

 
 A Simple Package Specification Without a Body 

1. CREATE PACKAGE trans_data AS -- bodiless package 
2. TYPE TimeRec IS RECORD ( 
3. minutes SMALLINT, 
4. hours SMALLINT); 
5. TYPE TransRec IS RECORD ( 
6. category VARCHAR2(10), 
7. account INT, 
8. amount REAL, 
9. time_of TimeRec); 
10. minimum_balance CONSTANT REAL := 10.00; 
11. number_processed INT; 
12. insufficient_funds EXCEPTION; 
13. END trans_data; 
14. / 

PL/SQL Package Body 
The package body contains the implementation of every cursor and subprogram declared in the package spec. 
Subprograms defined in a package body are accessible outside the package only if their specs also appear in the 
package spec. If a subprogram spec is not included in the package spec, that subprogram can only be invoked by 
other subprograms in the same package. A package body must be in the same schema as the package spec. 
To match subprogram specs and bodies, PL/SQL does a token-by-token comparison of their headers. Except for 
white space, the headers must match word for word. Otherwise, PL/SQL raises an exception. 
 
Triggers 



A trigger is a named program unit that is stored in the database and fired (executed) in response to a specified 
event. The specified event is associated with either a table, a view, a schema, or the database, and it is one of the 
following: 

1. A database manipulation (DML) statement (DELETE, INSERT, or UPDATE) 
2. A database definition (DDL) statement (CREATE, ALTER, or DROP) 
3. A database operation (SERVERERROR, LOGON, LOGOFF, STARTUP, or SHUTDOWN) 

The trigger is said to be defined on the table, view, schema, or database. 
 
Trigger Types 
A DML trigger is fired by a DML statement, a DDL trigger is fired by a DDL statement, a DELETE trigger is 
fired by a DELETE statement, and so on. 
An INSTEAD OF trigger is a DML trigger that is defined on a view (not a table). The database fires the INSTEAD 
OF trigger instead of executing the triggering DML statement. 
Following are the types of the trigger: 

A. Row triggers : A row trigger is fired each time a row is affected. E.g., if an UPDATE statement 
updates multiples row of a table, a row trigger is fired.  

B. Statement triggers:  used when a triggering statement affects rows in a table but processing required 
is completely independent of the number of rows affected 

C. Before triggers: executes the trigger action before the triggering statement. 
D. After triggers : executes the trigger action after the triggering statement 
E. Combinations triggers: 

a. Before Statement Trigger 
b. Before Row Trigger 
c. After Statement Trigger 
d. After Row Trigger 

 
Creating Triggers 
To create a trigger, use the CREATE TRIGGER statement. By default, a trigger is created n enabled state. To 
create a trigger in disabled state, use the DISABLE clause of the CREATE TRIGGER statement 

1. CREATE TRIGGER Statement 
2. CREATE OR REPLACE TRIGGER Print_salary_changes 
3. BEFORE DELETE OR INSERT OR UPDATE ON emp 
4. FOR EACH ROW 
5. WHEN (NEW.EMPNO > 0) 
6. DECLARE 
7. sal_diff number; 
8. BEGIN 
9. sal_diff := :NEW.SAL - :OLD.SAL; 
10. dbms_output.put('Old salary: ' || :OLD.sal); 
11. dbms_output.put(' New salary: ' || :NEW.sal); 
12. dbms_output.put_line(' Difference ' || sal_diff); 
13. END; 
14. / 

 
Deleting Trigger 
  DROP TIGGER < TRIGGER_NAME> 
Where Trigger name is the name of the trigger to be droped. 


